Uvod

Apache Spark



Apache Spark

* Apache Spark je “fast, general-purpose, distributed big data
processing platform”.

» Efikasna upotreba memorije
— Do 100 puta brzi od slicnih platformi

* APl zasnovan na skupu collection-based procedura koji sakriva
da se radi sa klasterom masina



Osobine

Distribuirana platforma, ali sa mogucnoScu da se velike koliCine podataka u
memoriji

Spark kolekcija sakriva Cinjenicu da se referenciraju podaci sa razliCitih
cvorova
Podrzava

— Batch programiranje, real-time procesiranje, SQL-like upite, algoritme na grafovima,
algoritme masinskog ucenja

- Python, Java, Scala, R
Nije pogodan za OLTP obradu ili kada dataset moze da obradi jedna masina



Hadoop

e Osobine
- Paralelizam
— Distribuiranost
- Fault tolerance

 Hadoop =
- HDFS (Hadoop Distributed File System)

- MapReduce data-processing engine, pri cCemu rezultat jednog koraka mora
da bude saCuvan u HDFS da bi ga upotrijebio sljedeci korak u postupku

obrade



Spark + Hadoop

» Jedinstvena platforma uz bogat API

» Kesiranje podataka koji nastaju kao rezultat
medukoraka
- In-memory execution model

e Sortiranje 100TB podataka za manje od 1.5
sekundi (sortbenchmark.org)


http://sortbenchmark.org/

Spark komponente

Streaming sources include
Kafka, Flume, Twitter, HDFS,

and ZeroMQ.

Streaming sources

Spark Streaming can use
GraphX features on the

data it receives.

Spark Streaming

Spark Streaming can use
machine-learning models and
Spark SQL to analyze streaming data.

Spark ML &ML | g5k MLIib models

Spark GraphX

Graph RDD ||

Spark Streaming
uses DStreams to
periodically
create RDDs.

Spark GraphX uses Spark
Core features behind
the scenes.

DStream

!

Spark Core

/

use DataFrames to
represent data.
pEoA Spark ML uses RDDs.
¥ Both use features
ol —— from Spark Core.

Spark SQL

Filesystems

Filesystems include HDFS,
Guster FS, and Amazon §3.

Data sources include
kil Hive, JSON, relational
databases, NoSQL
databases, and
/ Parquet files.

Data sources

Spark SQL transforms
operations on DataFrames
to operations on RDDs.



Spark komponente 2

* Spark Core, Resilient Distributed Dataset — RDD je
apstrakcija distribuirane kolekcije
- Immutable, resilient, distributed

- Transformacije i akcije

« Spark SQL sa Dataframe-ovima omogucava manipulisanje
velikim skupovima distribuiranih strukturiranih podataka.
Operacije nad DataFrame-ovima mapiraju se na RDD
operacije



Spark komponente 3

e Spark streaming — procesiranje real-time strimova
podataka. Izvori mogu da budu razni, HDFS, ZeroMQ,
Twitter itd. Dstream je RDD koji sadrzi podatke iz
posljednjeg “prozora”

S
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park Mllib je biblioteka za algoritme masinskog ucenja
park GraphX sadrzi metode za kreiranje | rad sa graph

DD-ovima.



Spark program flow
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Spark program flow 2

val lines = sc.textFile("hdfs://path/to/the/file")

Disk (HDFS)

Disk (HDFS)

RAM

Disk (HDFS)

RAM

Distributed collection

(RDD)




Spark program flow 3

* Koliko se gresaka tipa OutOfMemory generisalo
tokom posljednje dvije sedmice?

val comLines = lines.filter(l => 1l.contains("OutOfMemoryError")) .cache ()

Disk (HDFS) RAM Disk (HDFS) RAM Disk (HDFS) RAM
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Distributed collection

val result = oomLines.count ()



Spark shell

nIp Install pyspark

Oyspark To adjust logging level use sc.setlLoglLevel(newLevel). For SparkR, use setlLoglLeve
1(newLevel).
Welcome to

version 3.1.2

Using Python version 3.8.10 (default, Jun 2 2021 10:49:15)

Spark context Web UI available at http://192.168.1.33:4040

Spark context available as 'sc' (master = local[*], app id = local-1633970851451
).

SparkSession available as 'spark'.

>>> lines = spark.read.text('/home/hadoop log.log')

>>> lines.count()



Primjer

* Fajl clients_ids.log sadrzi ID klijenata koji su
pokrenuli neku transakciju tokom dana, jedan
red u fajlu odnosi se na jedan dan

e Potrebno je naci ID klijenata koji su realizovall
bar jednu transakciju tokom posljednje sedmice

15, 16, 28, 20
77, 80, 94
94, 98, 16, 31
31, 15, 20



Rjesenje

S 1ds. LOg
>>> clients = spark.read.text('clients ids.log"')
>>> clients.show()

>>> dfl = clients.rdd.flatMap(lambda line: line)

>>> dfl.collect()

['15, 16, 20, 20', '77, 80, 94', '94, 98, 16, 31', '31, 15, 20']
>>> df2 = dfl.flatMap(lambda item: item.split(", "))

>>> df2.collect()

[‘15*, '16‘', ‘'20', ‘'‘20', '77', '80@', '94', '94', '98', '16', '31‘', ‘'31', '15',
20" ]

>>> unique = df2.distinct()

>>> unique.count()

8

>>> unique.collect()

["15', '16‘', '20', '77', '80', '94', '98', '31']

===




Kreiranje uzorka

>>> sample = unique.sample(False, 0.3)
>>> sample.count()

4

>>> sample.collect()

['80', '94', '98', '31']

>>> sample = unique.sample(False, 0.3)
>>> sample.collect()

['20', '94']

>>> sample3 = unique.takeSample(False, 5)
>>> sample3

[‘20"', '98', '94', '1l6', '77']

>>> sampled4 = unique.takeSample(True, 5)
>>> sample4d

[*16', '98', '98', '94', '31"']

>




Osnovne statistiCke funkcije

idsInt.collect()

, 16, 20, 77, 80, 94, 98, 31]

intIds = unique.map(lambda el: int(el))
intIds.max()

intIds.mean()
53.875




Histogram

>>> intIds.histogram([10, 20, 40, 100])
20, 40, 100]1, [2, 2, 4])

>>> intIds.histogram(3)
([15.0, 42.66666666666667, 70.33333333333334, 98], [4, 0, 4])




Spark Core API

https://github.com/spark-in-action/first-edition



Zadatak

* Potrebno je da se generise izvjestaj o broju
operacija PUSH za svakog korisnika

e Dataset

wget https://data.gharchive.org/2015-01-01-
{0..23}.J]son.gz



- Dataset

id : 2489368078
type : PushEvent
v actor {5}
id 9152315
login : davidjhulse
gravatar id :
url : https://api.github.com/users/davidjhulse

avatar url : https://avatars.githubusercontent.com/u/91523157
» repo {3}
v payload {7}
push_id : 536740396
size: 1
distinct size: 1
ref : refs/heads/master
head : a9b22a6d88clefbb49clcf75a3c075b642c28F81
before : B6ffa724b4d70fced6e760T8cc080f5ec3d7dasf
» commits [1]
public : [ t
created at : 2015-01-01T00:00:00Z



Dataframe API

* Dataframe je RDD sa Semom, slicno tabeli iz
relacionog modela

* Kreiranje dataframe iz JSON fajla — automatsko
Izvodenje Seme

e Sintaksa je SQL-like i omogucava deklarativni nacin
zadavanja upita

- Razlika u odnosu na Spark Core API



Dataframe API 2

. http://spark.apache.org/docs/latest/api/python/refere

nce/pyspark.sgl.ntml#

ataframe-apis

- pyspark.sgl.SparkSession.read
* Moguce je procitati viSe fajlova u jedan dataframe

- pys
- pys
- pys

- pys

par
par
par

par

K.SO
K.SO
K.SO

K.S(C

.DataFrame.printSchema
.DataFrame.count
.DataFrame.show
.DataFrame.filter


http://spark.apache.org/docs/latest/api/python/reference/pyspark.sql.html#dataframe-apis
http://spark.apache.org/docs/latest/api/python/reference/pyspark.sql.html#dataframe-apis

Primjer rjesenja

0 results

¢ pyspark < main.py pyspark.context SparkContext

pyspark.sgl.session SparkSession

Ill __hame__ ==
sc = SparkContext(

spark = SparkSession(sc)

inputPath =

ghLog = spark.read.json(inputPath)

ghLog.printSchema()
t (ghLog.count())

pushes = ghLog.filter(ghLog.type ==
t(pushes.count())

pushes.show(,




oyspar

oyspar

Agregiranje podataka

K.SC

K.SC

.Data
.Data

—rame.groupBy

—-rame.orderBy

grouped = ghLog.groupBy(ghLog.actor.login).count()

grouped.show(5)

ordered = grouped.orderBy(grouped| 1.desc())

ordered.show(5)
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